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Introduction



USA Production Overview

Sugarcane is the most important row crop1 grown in Louisiana. It has an

economic impact of over 1.5 USD billion.

• Louisiana: Highest economic dependence on sugarcane.

• Florida: Highest production volume.

• U.S.A. industry: Geographically concentrated and regionally

specialized

1Agricultural crop planted in distinct, spaced rows that are wide enough to allow for

cultivation, weeding, and harvesting using machinery.
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Why Sugarcane Matters for Brazil

Sugarcane is one of Brazil’s most strategic agricultural commodities. It

connects agribusiness, exports, renewable fuels, bioelectricity, and

technological innovation.

• Brazil is a global leader in

sugarcane production.

• The sector supports sugar,

ethanol, electricity, and

bio-based products.

• It is central to Brazil’s

low-carbon energy strategy.

Mechanized sugarcane harvesting in Brazil.
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Scale of Production

In recent harvests, Brazil has produced hundreds of millions of tonnes of

sugarcane annually, making the crop one of the pillars of the national

sugar-energy complex.

Indicator Approx. value

Sugarcane 680 million t

Sugar 44 million t

Ethanol 37 billion L

Bioelectricity to grid 21 TWh

Indicative values from the Brazilian sugar-energy sector, 2024/2025 harvest.
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Geographic Concentration

Sugarcane production is concentrated in the Center-South.

The main producing states

include São Paulo, Goiás,

Minas Gerais, Mato

Grosso do Sul, and Paraná.

This reflects climate, logis-

tics, industrial capacity, and

high mechanization.
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Ethanol and Energy Security

One of Brazil’s major achievements is the integration of sugarcane ethanol

into the national transportation fuel system.

• Hydrous ethanol is used

directly in flex-fuel vehicles.

• Anhydrous ethanol is blended

with gasoline.

• This reduces dependence on

fossil fuels and strengthens

domestic energy security.

Sugarcane

Ethanol

Flex-fuel cars Gasoline blend

Energy security
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Take-home Message: Reduce Costs

Sugarcane producers seek greater efficiency due to rising costs, with weed

control being a major expense.

Source: Generated by ChatGPT (OpenAI), 2026.
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Common Practices

Uniform herbicide spraying is widely used but can be costly, harm non-

target species, and pose health risks.

Affordable automated targeted weed spraying is scarce, but autonomous

precision agriculture can boost yields, reduce inputs and chemicals, and

minimize human error.
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What do we have today?

Emerging agricultural robots face challenges in navigation, efficiency,

tool control, and reliable weed detection.

Source: Generated by ChatGPT (OpenAI), 2026.
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Primary Objective

Our main goal here is to answer the question: ”Are we close”? How did

we do that?

• A literature review on the topic.

• The curation of a new dataset with more realistic conditions, e.g.,

weeds with varying sizes, colors, and degrees of overlap with

sugarcane crops2.

• The evaluation of several approaches for weed detection,

classification, and segmentation.

2https://github.com/MIT-The77Lab/SugarcaneWeedDataset
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Literature Review



Annual × Perennial Crops

Most works deal with annual and not perennial crops.

Source: Generated by ChatGPT (OpenAI), 2026.
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Summary and Comparison
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Experiments



Proposed Work

acquisition and preprocessing to the final downstream tasks: classification,
detection, and segmentation. The following subsections will provide a
detailed breakdown of each stage and the specific models evaluated.

Dataset
The dataset comprises 2139 high-resolution (4608 × 3072) RGB images
captured from sugarcane fields at the USDA/ARS, Sugarcane Research
Unit’s Ardoyne Research Farm in Schriever, Louisiana, USA in April 2020.
These images were collected across different lighting conditions, soil com-
position, and plant growth stages to ensure robustness against natural
variability. They were manually captured at approximately chest height
using aNikonD3100 camera, framing the scene to excludeoperator artifacts
(e.g., footwear, tools) and capture only vegetation and soil. The dataset is

structured into three categories: (i) sugarcane-only (869 images), (ii) weed-
only (855 images), and (iii) mixed (415 images), where both sugarcane and
weeds are present within the same scene. Images containing sugarcane and
weeds were classified by a sugarcane weed scientist. This categorization
supports the development of models capable of distinguishing sugarcane
from visually similar weed species.

While the dataset initially possessed image-level labels for classifica-
tion, it lacked instance-level data. For the detection benchmark, we ran-
domly sampled a representative subset of 285 images from the “mixed”
category and had them annotated by agricultural experts, using the VGG
Image Annotation tool26, enabling the training and evaluation of supervised
object detection models. The dataset prioritizes challenging cases where
weeds exhibit high visual similarity to sugarcane in both color and texture.

Fig. 4 | An overview of the introduced sugarcane-weed dataset and experimental
pipeline.The upper half shows examples of images from the newdataset, illustrating
the visual similarity and challenging conditions for detection. The dataset includes
categories for `Sugarcane' (left), `Sugarcane and Weeds' mixed (center), and
`Weeds' only (right). The lower half illustrates the architectures of the well-

performing models chosen for each downstream task. After image acquisition and
preprocessing, the workflow addresses the threemain objectives: (i) classification for
scene-level analysis; (ii) detection of weed bounding boxes; and (iii) segmentation,
using a bounding-box-guided instance approach.

https://doi.org/10.1038/s44387-026-00096-0 Article

npj Artificial Intelligence | �����������(2026)�2:40� 9
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Dataset

The dataset comprises 2,139 high-resolution (4,608 × 3,072) RGB images

captured from sugarcane fields at the USDA/ARS, Sugarcane Research

Unit’s Ardoyne Research Farm in Schriever, Louisiana, USA in April 2020.

It is structured into three categories:

• Sugarcane-only: 869 images.

• Weed-only: 855 images.

• Mixed: 415 images.
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Detection

A challenging task due to:

• Subtle visual differences between crops and invasive plants.

• Overlapping foliage.

• Inconsistent scaling.

• Imperfect annotations.
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Detection × Classification

Source: Generated by ChatGPT (OpenAI), 2026.
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Detection Methodology

• Evaluation Measure: AP50 (Intersection over Union (IoU) threshold

of 50%).

• Adoption of the Complete Intersection over Union (CIoU) rather

than IoU. Why? It aims to obtain geometrically plausible predic-

tions even when ground truth boxes are oversized or inconsistently

grouped.

green-on-green scenarios without supervised fine-tuning. SAM’s higher
precision pairs well with S2C’s superior recall, reinforcing our conclusion
that a hybrid or ensemble approach is required to guide future zero-shot
labeling pipelines.

In terms of real-life applicability, the obtained results indicate that
ConvNeXt-based detectors provide a strong solution for sugarcane weed
detection, balancing accuracy and latency, which in turn suggests that
ConvNeXt can be effectively applied to precision agriculture tasks, such as
real-time targeted herbicide deployment. Compared to transformer-based

models with higher computational costs and latency, CNN-based archi-
tectures like ConvNeXt remain more suitable for this application.

In practice, however, several challenges remain. The dataset contains
poorly annotated samples, limiting the model’s ability to generalize effec-
tively. Additionally, the visual similarity between sugarcane and certain
weed species requires models to handle intra-class variation and inter-class
confusion. Another issue is the lack of annotations and images representing
edge cases in this problem, such as variations in climate, illumination, and
camera settings that may affect detection.

This analysis enhances a fundamental challenge in real-world deploy-
ment ofmodels based on perennial crops, where visual boundaries are often
ambiguous even tohumanexperts.As shown inFig. 3, the initial annotations
frequently grouped plants into coarse clusters due to the nature of the field
and similarity between different types of foliage. The model trained on the
filtered subset, however, successfully predicted tighter, instance-specific
bounding boxes on the validation set, effectively correcting the coarse
ground truth. In other words, while obtaining perfect field annotations is
physically difficult, the model can learn to disentangle vegetative structure
whenprovidedwith a consistently supervised subset, a critical trait for robust
real-world applicability. As such, although we now have a starting point to
tackle the problem of weed detection in perennial crops.

Fig. 2 | Qualitative comparison of weed foliage segmentation approaches: ExGR-
based method, SAM, and S2C. Row (iv) shows the “green-on-green” challenge
where weeds blend with similarly colored crop foliage. Row (v) demonstrates

“foreground visibility” challenges, including detection of thin leaf structures and
accurate segmentation of target weeds against complex backgrounds.

Table 6 | Quantitative evaluation of segmentation strategies.
Metrics were calculated on the test set, which contained
detection bounding boxes

Method IoU Dice Precision Recall F1-
Score

Accuracy

ExGR 0.3185 0.4384 0.3623 0.6308 0.4384 0.7458

SAM 0.2997 0.4003 0.5178 0.3805 0.4003 0.8380

S2C 0.2454 0.3540 0.2595 0.8227 0.3540 0.5199

The results reflect zero-shot (SAM, ExGR) and weakly supervised (S2C) performance without
dedicated pixel-level training. The highest value for each metric is highlighted in bold.

https://doi.org/10.1038/s44387-026-00096-0 Article
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CIoU considers:

• Overlap: Same as IoU.

• Center distance penalty: Penalizes

how far apart the box centers are.

• Aspect ratio consistency: Penalizes

differences in width/height.
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Tuning Strategies

• All architecture backbones used ImageNet32 pre-trained weights,

while the downstream components, including the feature pyramid

necks and detection heads, were randomly initialized using Kaiming

initialization3.

• The downstream components were trained from scratch using Adam

optimizer with an initial learning rate of 4e-5 and a cosine learning

rate schedule over 120 epochs.

• The dataset is stratified into 60% training, 20% validation, and 20%

testing sets. The primary input resolution is set to 640 × 640 pixels.

3It sets the weight variance based on the number of input connections.
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Tuning Strategies

In addition to pretrained ImageNet weights, we investigated other tuning

strategies for architectures with the SwinViT backbone.

• ImageNet-only pretraining.

• ImageNet with UM-MAE4 pretraining.

• ImageNet with UM-MAE pretraining followed by classification

fine-tuning.

Segmentation task
Segmentation is performed using a bounding-box-guided instance seg-
mentation approach. We qualitatively and quantitatively compare distinct
methodologies, i.e., (i) the SAM model, our (ii) EXGR-enhanced pre-
processing based on Otsu’s thresholding technique, and (iii) a Weakly
Supervised Semantic Segmentation method (S2C), to assess whether
bounding-box-based segmentation strategies can effectively capture the
structural characteristics of weeds in agricultural imagery. To enable a
quantitative evaluation without dedicated segmentation training, we
manually annotated all test images containing detection bounding boxes
with pixel-level ground truth, examples of which are shown in Fig. 7. This
allowed us to extract and report standard segmentation evaluation metrics,

specifically Intersection over Union (IoU), the Dice similarity coefficient,
Precision, Recall, F1-Score, and pixel-wise Accuracy.

For the first setting, we employ SAM, a foundation model for image
segmentation. SAM is designed to perform a universal and generic seg-
mentation task in a zero-shotmanner, meaning it does not require network
refinement for new tasks or datasets. To achieve this, SAM-based networks
use mechanisms to combine the latent space representation of the image,
obtained through an encoder network, with contextual information from a
prompt. This prompt is encoded in the same latent space before the image is
decoded into masks. The prompt itself can be a pixel, a region of the image
corresponding to the object to be segmented, or even text describing what
should be segmented.

Table 7 | Detailed annotation statistics comparing the Raw and Cleaned datasets across all partitions

Metric Raw Dataset Cleaned Dataset

Total Train Val Test Total Train Val Test

Images 285 154 67 64 222 115 54 53

Total Bounding Boxes 1069 525 269 275 998 480 254 264

Instances per Image (Mean) 3.75 3.41 4.01 4.30 4.50 4.17 4.70 4.98

Norm. Area (Median) 0.043 0.048 0.036 0.045 0.040 0.042 0.033 0.042

Norm. Area (90th Percentile) 0.546 0.682 0.383 0.328 0.217 0.247 0.157 0.218

The table compares the distribution of images and bounding boxes before and after filtering. The “Normalized Area” denotes the ratio of bounding box area to image resolution.

Fig. 6 | Reconstruction process of theUM-MAE technique applied to the Swin-ViT architecture. For this case, a reconstructionmaskwas used tomask 75%of the original
image, and the model was trained to reconstruct these gaps. This figure depicts the original, masked, and reconstructed image.

Fig. 7 | Examples of manually annotated pixel-level ground truth masks used for
quantitative evaluation of segmentation strategies. Each pair shows the original
field image with detected bounding boxes (left) alongside its corresponding binary

segmentation mask (right). The top row illustrates broadleaf weed instances, while
the bottom row shows grass weed instances, mixed in between sugarcane foliage.

https://doi.org/10.1038/s44387-026-00096-0 Article
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4Uniform Masking Masked Autoencoder. A reconstruction mask was used to mask

75% of the original image, and the model was trained to reconstruct these gaps.
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Detection Effectiveness

A similar challenge arises when foreground visibility is poor, such as
when capturing thin leaves or the entire weed (row v). In this case, SAM
struggled significantly by segmenting the entire background instead of
the foreground. Although ExGR provides a more cohesive solution, it

does not adhere to precise markings. On the other hand, S2C offers a
middle ground, able to distinguish between foreground and background.
However, it tends to segment too much additional information, most
likely due to the CAM maps used for training the classification model.

To quantitatively validate our qualitative observations, we manually
annotated all test images containing detection bounding boxes with pixel-
level ground truth. Table 6 presents the standard segmentation metrics for
our evaluated zero-shot and weakly supervised approaches without dedi-
cated fine-tuning. ExGR achieved the most balanced performance, while
SAM demonstrated the highest structural accuracy and precision.
The weakly supervised S2C model achieved the highest recall but
exhibited the lowest precision due to its tendency to over-segment the
ground regions.

Table 3 | Inference times (seconds per image) for detection
models under standardized hardware conditions

Architecture Backbone Type Inference time (s)

Mask R-CNN ResNet50 CNN 0.1545

Mask R-CNN ResNet101 CNN 0.1885

Mask R-CNN ResNeXt101 CNN 0.1554

DiNO SwinViT-L ViT 0.2685

RetinaNet ResNext101 CNN 0.1010

YOLOv11N - CNN 0.0073

YOLOv11S - CNN 0.0075

YOLOv11M - CNN 0.0094

YOLOv11L - CNN 0.1470

YOLOv11X - CNN 0.1512

RTMDeT SwinViT-B ViT 0.1031

RTMDeT ConvNeXt CNN 0.0990

Table 4 | Detection performance (AP50) of our best
architecture (RTMDeT-ConvNeXt) across different input
resolutions, where bold highlights themost accurate scenario

ImageSize Model Architecture Detector Head AP50

640 × 640 RTMDeT ConvNeXt CSP-PAFPN 44.2

1280 × 1280 RTMDeT ConvNeXt CSP-PAFPN 41.3

1920 × 1920 RTMDeT ConvNeXt CSP-PAFPN 23.3

2560 × 2560 RTMDeT ConvNeXt CSP-PAFPN 13.4

Table 2 | Object detection architectures considered in this paper include backbone types, pretraining strategies, feature fusion
methods, and preprocessing techniques

Architecture Backbone Type Pretrained On Detector Head Feature Fusion Preprocessing Technique AP50

Mask R-CNN ResNet50 CNN ImageNet FPN - Histogram Equalization 29.67

Mask R-CNN ResNet101 CNN ImageNet FPN - Histogram Equalization 31.04

Mask R-CNN ResNeXt101 CNN ImageNet FPN - Histogram Equalization 31.66

Mask R-CNN ResNet50 CNN ImageNet FPN - CLAHE 32.04

Mask R-CNN ResNet101 CNN ImageNet FPN - CLAHE 33.21

Mask R-CNN ResNeXt101 CNN ImageNet FPN - CLAHE 35.76

DiNO SwinViT-L ViT ImageNet FFN - CLAHE 28.82

RetinaNet ResNext101 CNN ImageNet FPN - CLAHE 35.6

YOLOv11N - CNN ImageNet - - - 30.5

YOLOv11N - CNN ImageNet - - CLAHE 28.6

YOLOv11S - CNN ImageNet - - - 31.0

YOLOv11S - CNN ImageNet - - CLAHE 31.0

YOLOv11M - CNN ImageNet - - - 35.5

YOLOv11M - CNN ImageNet - - CLAHE 32.3

YOLOv11L - CNN ImageNet - - - 34.5

YOLOv11L - CNN ImageNet - - CLAHE 35.1

YOLOv11X - CNN ImageNet - - - 34.6

YOLOv11X - CNN ImageNet - - CLAHE 33.3

RTMDeT SwinViT-B ViT ImageNet CSP-PAFPN - CLAHE 37.96

RTMDeT ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE 42.3

RTMDeT SwinViT-B ViT MAE CSP-PAFPN - CLAHE 11.93

RTMDeT SwinViT-B ViT MAE + Classification CSP-PAFPN - CLAHE 33.31

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet + Classification CSP-PAFPN Add. CLAHE 36.94

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet + Classification CSP-PAFPN Concat. CLAHE 39.3

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet CSP-PAFPN Concat. CLAHE 42.1

TransConv RTMDeT SwinViT + ConvNext CNN ImageNet CSP-PAFPN Concat. CLAHE + ExGR 40.9

RTMDeT ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE + ExGR 41.3

RTMDeT + CIoU Loss ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE + ExGR 44.2

AP50 scores are reported on the test set, where the most accurate approach is highlighted in bold.

https://doi.org/10.1038/s44387-026-00096-0 Article
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Detection Time and Image Resolution
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Mask R-CNN ResNeXt101 CNN ImageNet FPN - Histogram Equalization 31.66

Mask R-CNN ResNet50 CNN ImageNet FPN - CLAHE 32.04

Mask R-CNN ResNet101 CNN ImageNet FPN - CLAHE 33.21

Mask R-CNN ResNeXt101 CNN ImageNet FPN - CLAHE 35.76

DiNO SwinViT-L ViT ImageNet FFN - CLAHE 28.82

RetinaNet ResNext101 CNN ImageNet FPN - CLAHE 35.6

YOLOv11N - CNN ImageNet - - - 30.5

YOLOv11N - CNN ImageNet - - CLAHE 28.6

YOLOv11S - CNN ImageNet - - - 31.0

YOLOv11S - CNN ImageNet - - CLAHE 31.0

YOLOv11M - CNN ImageNet - - - 35.5

YOLOv11M - CNN ImageNet - - CLAHE 32.3

YOLOv11L - CNN ImageNet - - - 34.5

YOLOv11L - CNN ImageNet - - CLAHE 35.1

YOLOv11X - CNN ImageNet - - - 34.6

YOLOv11X - CNN ImageNet - - CLAHE 33.3

RTMDeT SwinViT-B ViT ImageNet CSP-PAFPN - CLAHE 37.96

RTMDeT ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE 42.3

RTMDeT SwinViT-B ViT MAE CSP-PAFPN - CLAHE 11.93

RTMDeT SwinViT-B ViT MAE + Classification CSP-PAFPN - CLAHE 33.31

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet + Classification CSP-PAFPN Add. CLAHE 36.94

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet + Classification CSP-PAFPN Concat. CLAHE 39.3

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet CSP-PAFPN Concat. CLAHE 42.1

TransConv RTMDeT SwinViT + ConvNext CNN ImageNet CSP-PAFPN Concat. CLAHE + ExGR 40.9

RTMDeT ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE + ExGR 41.3

RTMDeT + CIoU Loss ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE + ExGR 44.2

AP50 scores are reported on the test set, where the most accurate approach is highlighted in bold.
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detection.

A similar challenge arises when foreground visibility is poor, such as
when capturing thin leaves or the entire weed (row v). In this case, SAM
struggled significantly by segmenting the entire background instead of
the foreground. Although ExGR provides a more cohesive solution, it

does not adhere to precise markings. On the other hand, S2C offers a
middle ground, able to distinguish between foreground and background.
However, it tends to segment too much additional information, most
likely due to the CAM maps used for training the classification model.

To quantitatively validate our qualitative observations, we manually
annotated all test images containing detection bounding boxes with pixel-
level ground truth. Table 6 presents the standard segmentation metrics for
our evaluated zero-shot and weakly supervised approaches without dedi-
cated fine-tuning. ExGR achieved the most balanced performance, while
SAM demonstrated the highest structural accuracy and precision.
The weakly supervised S2C model achieved the highest recall but
exhibited the lowest precision due to its tendency to over-segment the
ground regions.

Table 3 | Inference times (seconds per image) for detection
models under standardized hardware conditions

Architecture Backbone Type Inference time (s)

Mask R-CNN ResNet50 CNN 0.1545

Mask R-CNN ResNet101 CNN 0.1885

Mask R-CNN ResNeXt101 CNN 0.1554

DiNO SwinViT-L ViT 0.2685

RetinaNet ResNext101 CNN 0.1010

YOLOv11N - CNN 0.0073

YOLOv11S - CNN 0.0075

YOLOv11M - CNN 0.0094

YOLOv11L - CNN 0.1470

YOLOv11X - CNN 0.1512

RTMDeT SwinViT-B ViT 0.1031

RTMDeT ConvNeXt CNN 0.0990

Table 4 | Detection performance (AP50) of our best
architecture (RTMDeT-ConvNeXt) across different input
resolutions, where bold highlights themost accurate scenario

ImageSize Model Architecture Detector Head AP50

640 × 640 RTMDeT ConvNeXt CSP-PAFPN 44.2

1280 × 1280 RTMDeT ConvNeXt CSP-PAFPN 41.3

1920 × 1920 RTMDeT ConvNeXt CSP-PAFPN 23.3

2560 × 2560 RTMDeT ConvNeXt CSP-PAFPN 13.4

Table 2 | Object detection architectures considered in this paper include backbone types, pretraining strategies, feature fusion
methods, and preprocessing techniques

Architecture Backbone Type Pretrained On Detector Head Feature Fusion Preprocessing Technique AP50

Mask R-CNN ResNet50 CNN ImageNet FPN - Histogram Equalization 29.67

Mask R-CNN ResNet101 CNN ImageNet FPN - Histogram Equalization 31.04

Mask R-CNN ResNeXt101 CNN ImageNet FPN - Histogram Equalization 31.66

Mask R-CNN ResNet50 CNN ImageNet FPN - CLAHE 32.04

Mask R-CNN ResNet101 CNN ImageNet FPN - CLAHE 33.21

Mask R-CNN ResNeXt101 CNN ImageNet FPN - CLAHE 35.76

DiNO SwinViT-L ViT ImageNet FFN - CLAHE 28.82

RetinaNet ResNext101 CNN ImageNet FPN - CLAHE 35.6

YOLOv11N - CNN ImageNet - - - 30.5

YOLOv11N - CNN ImageNet - - CLAHE 28.6

YOLOv11S - CNN ImageNet - - - 31.0

YOLOv11S - CNN ImageNet - - CLAHE 31.0

YOLOv11M - CNN ImageNet - - - 35.5

YOLOv11M - CNN ImageNet - - CLAHE 32.3

YOLOv11L - CNN ImageNet - - - 34.5

YOLOv11L - CNN ImageNet - - CLAHE 35.1

YOLOv11X - CNN ImageNet - - - 34.6

YOLOv11X - CNN ImageNet - - CLAHE 33.3

RTMDeT SwinViT-B ViT ImageNet CSP-PAFPN - CLAHE 37.96

RTMDeT ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE 42.3

RTMDeT SwinViT-B ViT MAE CSP-PAFPN - CLAHE 11.93

RTMDeT SwinViT-B ViT MAE + Classification CSP-PAFPN - CLAHE 33.31

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet + Classification CSP-PAFPN Add. CLAHE 36.94

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet + Classification CSP-PAFPN Concat. CLAHE 39.3

TransConv RTMDeT SwinViT + ConvNext Hybrid ImageNet CSP-PAFPN Concat. CLAHE 42.1

TransConv RTMDeT SwinViT + ConvNext CNN ImageNet CSP-PAFPN Concat. CLAHE + ExGR 40.9

RTMDeT ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE + ExGR 41.3

RTMDeT + CIoU Loss ConvNeXt CNN ImageNet CSP-PAFPN - CLAHE + ExGR 44.2

AP50 scores are reported on the test set, where the most accurate approach is highlighted in bold.
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Classification

We worked with a 3-class classification problem: (i) sugarcane, (ii) weed,

and (iii) a mix between them.

Qualitative analysis of bounding boxes
We removed images containing oversized bounding boxes (boxes spanning
more than 80% of the image) from the training set to address annotation
inconsistencies. The best-performing model (RTMDeT-ConvNeXt) was
retrained on the cleaned dataset defined in the Methods Section. To isolate
the effect of data quality, this model was trained from scratch using Ima-
geNet initialization and the same hyperparameter protocol as the main
experiments, rather than fine-tuning from the previous noisy weights. The
qualitative evaluation revealed improvements in the localization of the
excluded images, where the bounding box was poorly annotated, as shown
in Fig. 3. The refinedmodel produced smaller, tightly cropped boxes around
individual weed leaves, even in scenes where original annotations grouped
multiple plants into one box. Suggesting that oversize annotations introduce
ambiguity during training, as there is no consistency between weed clusters
and single entities, degrading localization granularity.

Discussion
Regarding the evaluation of weed detection, the results displayed in Table 2
show a clear discrepancy in effectiveness between convolutional and
transformer-based architectures. While ViT-driven approaches tradition-
ally workmuch better in generic scenarios, the ConvNeXt backbone proved
to be a notable exception, as it uses convolutions with increased kernel sizes
tomimic some of the improvements in global feature integration present in
visual transformers. This approach suggests that global information and
more significant reception fields may extract more relevant features for the
data we need to detect, making capturing even large clusters of weeds
possible.

Regarding the loss function, an initial hypothesis was that the inter-
twinednature of sugarcane foliagewould lead to annotation inconsistencies,
specifically where ground truth boxes encompass dense clusters rather than
individual plants. The observed improvement with CIoU loss supports this
hypothesis and suggests that standard IoU metrics penalize geometrically
plausible predictions against ambiguous ground truth, whereas the geo-
metric constraints of CIoU allowed the model to mitigate the noise intro-
duced when annotators were forced to draw coarse boxes around
overlapping weeds.

Another noteworthy observation is that the hybrid TransConv-
RTMDeT model fails to surpass standalone architectures, suggesting that
naively combining transformer and CNN features introduces noise rather
than complementary signals. While transformers excel at global context
modeling andCNNsat local texture extraction, their featuremapsoperate at

divergent spatial granularities. Attempts to harmonize these via simple
concatenationproved insufficient, likelybecause thedetectorhead couldnot
reconcile patch-based embeddings with channel-wise activations without
explicit spatial regularization.

This outcome is also related to an initial hypothesis of this work, which
states that self-supervised tasks, such as image reconstruction usingMasked
Autoencoders (MAE), could improve prediction quality by finding more
representative features in the backbone. Instead, the detection model
struggled with feature distribution shifts caused by MAE pretraining, as
evidenced by a drop in the AP50 metric for the SwinViT-B backbone to
11.93%, compared to 37.96% with standard ImageNet initialization. While
classificationfine-tuning reduced this gap, it remained less effective than the
baseline, suggesting that the masking strategy intrinsic to reconstructive
pretraining disrupts the fine-grained spatial relationships critical for crop-
weed discrimination.

This poor performance of MAE highlights a broader issue: self-
supervised methods optimized for generic image reconstruction can
degrade task-specific feature learning.When applied to SwinViT-B, MAE’s
masking strategy corrupted the spatial coherence of stem-leaf structures,
making detection heads trained on ImageNet features ineffective.

From an operational standpoint, the analysis of model latency, dis-
played in Table 3 identifies a clear hierarchy for deployment. The
ConvNeXt-based RTMDeT achieved the optimal trade-off, registering a
processing time of 0.099 s/image while maintaining top-tier AP50 scores.
This performance not only rivals the speed of smaller YOLO variants but
also outperforms both transformer-based counterparts (SwinViT-
RTMDeT: 0.103s) and traditional CNN detectors like Mask R-CNN
(ResNet50: 0.154s). Although YOLOv11L (0.147s) lagged slightly behind
the ConvNeXt-RTMDeT, it remained 32% faster than similarly sizedMask
R-CNN variants, reinforcing the potential of modern CNNs for lightweight
deployment.

However, the same could not be said for transformer-based archi-
tectures that incurred substantial latencypenalties: the SwinViT-Lbackbone
in DiNO21 slowed inference to 0.268s/image, being 2.7× slower than Con-
vNeXt. Even when paired with a faster detection head, such as RTMDeT,
transformer mechanisms are still slower, making it difficult to justify its
latency with proportional accuracy gains. This is especially important
considering the fact that these architectures will be placed in embedded
systems for agricultural needs, so every delay must be justified by the
increase in accuracy.

Regarding the effects of image resolution on prediction, as shown in
Table 4, the observed degradation implies that resolution gains must be
balancedagainst pre-trained feature compatibility. Sinceworking at ahigher
resolution scale may increase the latency, the 640 × 640 resolution seems
optimal.

We attribute this degradation to the specific environmental condi-
tions in perennial crops. In these scenarios, weeds and crops share nearly
identical local textures (e.g., color and leaf venation), making high-
frequency details ambiguous. We hypothesize that the primary dis-
criminative signal may rely on tracing the global morphology of leaves
back to their stems, rather than local texture. At high resolutions, the
network’s effective receptive field shrinks relative to the plant’s size,
forcing the model to rely on these ambiguous local textures rather than
the structural context needed to resolve the intertwining foliage.
Understanding why ConvNeXt succeeds where transformers fall short
remains an open question; thus, future work employing attribution
visualizations such as Grad-CAM22 could shed light on the specific
feature-level mechanisms at play.

The classification outcomes detailed in Table 5 highlight the nuanced
impact of reconstruction-based pretraining. The high accuracy observed in
MAE-basedmodels suggests that while the reconstruction supervisionmay
bemore helpful in the classification task and capable of asserting if there is a
weed in the scene, the model may still overfit to dominant sugarcane fea-
tures, reducing sensitivity tominorityweedclasses. This distinction suggests
that theViT standard architecture, which is capable of capturing long-range

Table 5 | Classification outcomes (accuracy, precision, recall,
F1-score) for CNN and transformermodels on the sugarcane-
weed dataset, where bold values indicate the best result for
each metric

Architecture Type Accuracy Precision Recall F1-Score

ViT-B Transformer 98.12 98.45 98.03 98.23

ViT-B w/ MAE Transformer 99.04 93.74 93.18 93.45

SwinViT-B Transformer 88.96 91.27 86.26 87.93

SwinViT-B
w/ MAE

Transformer 99.05 89.98 89.44 89.71

ResNet-18 CNN 95.33 95.51 95.27 95.37

ResNet-34 CNN 93.72 93.12 93.45 93.09

ResNet-50 CNN 91.31 92.79 92.23 92.34

ResNet-101 CNN 92.48 94.21 91.73 92.85

ResNext-101 CNN 92.25 93.45 92.53 92.82

ConvNeXt-v2 CNN 68.13 79.36 45.05 52.35

EfficientNet CNN 94.36 94.88 93.29 94.06

MobileViT Transformer 81.22 85.93 79.63 81.19

DeiT Transformer 85.21 88.25 73.81 79.25
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Segmentation - Visual

We compared an ExGR-based method5, SAM, and S2C6. Besides, we man-

ually annotated all test images containing detection bounding boxes with

pixel-level ground truth.

Segmentation task
Segmentation is performed using a bounding-box-guided instance seg-
mentation approach. We qualitatively and quantitatively compare distinct
methodologies, i.e., (i) the SAM model, our (ii) EXGR-enhanced pre-
processing based on Otsu’s thresholding technique, and (iii) a Weakly
Supervised Semantic Segmentation method (S2C), to assess whether
bounding-box-based segmentation strategies can effectively capture the
structural characteristics of weeds in agricultural imagery. To enable a
quantitative evaluation without dedicated segmentation training, we
manually annotated all test images containing detection bounding boxes
with pixel-level ground truth, examples of which are shown in Fig. 7. This
allowed us to extract and report standard segmentation evaluation metrics,

specifically Intersection over Union (IoU), the Dice similarity coefficient,
Precision, Recall, F1-Score, and pixel-wise Accuracy.

For the first setting, we employ SAM, a foundation model for image
segmentation. SAM is designed to perform a universal and generic seg-
mentation task in a zero-shotmanner, meaning it does not require network
refinement for new tasks or datasets. To achieve this, SAM-based networks
use mechanisms to combine the latent space representation of the image,
obtained through an encoder network, with contextual information from a
prompt. This prompt is encoded in the same latent space before the image is
decoded into masks. The prompt itself can be a pixel, a region of the image
corresponding to the object to be segmented, or even text describing what
should be segmented.

Table 7 | Detailed annotation statistics comparing the Raw and Cleaned datasets across all partitions

Metric Raw Dataset Cleaned Dataset

Total Train Val Test Total Train Val Test

Images 285 154 67 64 222 115 54 53

Total Bounding Boxes 1069 525 269 275 998 480 254 264

Instances per Image (Mean) 3.75 3.41 4.01 4.30 4.50 4.17 4.70 4.98

Norm. Area (Median) 0.043 0.048 0.036 0.045 0.040 0.042 0.033 0.042

Norm. Area (90th Percentile) 0.546 0.682 0.383 0.328 0.217 0.247 0.157 0.218

The table compares the distribution of images and bounding boxes before and after filtering. The “Normalized Area” denotes the ratio of bounding box area to image resolution.

Fig. 6 | Reconstruction process of theUM-MAE technique applied to the Swin-ViT architecture. For this case, a reconstructionmaskwas used tomask 75%of the original
image, and the model was trained to reconstruct these gaps. This figure depicts the original, masked, and reconstructed image.

Fig. 7 | Examples of manually annotated pixel-level ground truth masks used for
quantitative evaluation of segmentation strategies. Each pair shows the original
field image with detected bounding boxes (left) alongside its corresponding binary

segmentation mask (right). The top row illustrates broadleaf weed instances, while
the bottom row shows grass weed instances, mixed in between sugarcane foliage.
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Segmentation - Visual

green-on-green scenarios without supervised fine-tuning. SAM’s higher
precision pairs well with S2C’s superior recall, reinforcing our conclusion
that a hybrid or ensemble approach is required to guide future zero-shot
labeling pipelines.

In terms of real-life applicability, the obtained results indicate that
ConvNeXt-based detectors provide a strong solution for sugarcane weed
detection, balancing accuracy and latency, which in turn suggests that
ConvNeXt can be effectively applied to precision agriculture tasks, such as
real-time targeted herbicide deployment. Compared to transformer-based

models with higher computational costs and latency, CNN-based archi-
tectures like ConvNeXt remain more suitable for this application.

In practice, however, several challenges remain. The dataset contains
poorly annotated samples, limiting the model’s ability to generalize effec-
tively. Additionally, the visual similarity between sugarcane and certain
weed species requires models to handle intra-class variation and inter-class
confusion. Another issue is the lack of annotations and images representing
edge cases in this problem, such as variations in climate, illumination, and
camera settings that may affect detection.

This analysis enhances a fundamental challenge in real-world deploy-
ment ofmodels based on perennial crops, where visual boundaries are often
ambiguous even tohumanexperts.As shown inFig. 3, the initial annotations
frequently grouped plants into coarse clusters due to the nature of the field
and similarity between different types of foliage. The model trained on the
filtered subset, however, successfully predicted tighter, instance-specific
bounding boxes on the validation set, effectively correcting the coarse
ground truth. In other words, while obtaining perfect field annotations is
physically difficult, the model can learn to disentangle vegetative structure
whenprovidedwith a consistently supervised subset, a critical trait for robust
real-world applicability. As such, although we now have a starting point to
tackle the problem of weed detection in perennial crops.

Fig. 2 | Qualitative comparison of weed foliage segmentation approaches: ExGR-
based method, SAM, and S2C. Row (iv) shows the “green-on-green” challenge
where weeds blend with similarly colored crop foliage. Row (v) demonstrates

“foreground visibility” challenges, including detection of thin leaf structures and
accurate segmentation of target weeds against complex backgrounds.

Table 6 | Quantitative evaluation of segmentation strategies.
Metrics were calculated on the test set, which contained
detection bounding boxes

Method IoU Dice Precision Recall F1-
Score

Accuracy

ExGR 0.3185 0.4384 0.3623 0.6308 0.4384 0.7458

SAM 0.2997 0.4003 0.5178 0.3805 0.4003 0.8380

S2C 0.2454 0.3540 0.2595 0.8227 0.3540 0.5199

The results reflect zero-shot (SAM, ExGR) and weakly supervised (S2C) performance without
dedicated pixel-level training. The highest value for each metric is highlighted in bold.
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Segmentation - Quantitative

green-on-green scenarios without supervised fine-tuning. SAM’s higher
precision pairs well with S2C’s superior recall, reinforcing our conclusion
that a hybrid or ensemble approach is required to guide future zero-shot
labeling pipelines.

In terms of real-life applicability, the obtained results indicate that
ConvNeXt-based detectors provide a strong solution for sugarcane weed
detection, balancing accuracy and latency, which in turn suggests that
ConvNeXt can be effectively applied to precision agriculture tasks, such as
real-time targeted herbicide deployment. Compared to transformer-based

models with higher computational costs and latency, CNN-based archi-
tectures like ConvNeXt remain more suitable for this application.

In practice, however, several challenges remain. The dataset contains
poorly annotated samples, limiting the model’s ability to generalize effec-
tively. Additionally, the visual similarity between sugarcane and certain
weed species requires models to handle intra-class variation and inter-class
confusion. Another issue is the lack of annotations and images representing
edge cases in this problem, such as variations in climate, illumination, and
camera settings that may affect detection.

This analysis enhances a fundamental challenge in real-world deploy-
ment ofmodels based on perennial crops, where visual boundaries are often
ambiguous even tohumanexperts.As shown inFig. 3, the initial annotations
frequently grouped plants into coarse clusters due to the nature of the field
and similarity between different types of foliage. The model trained on the
filtered subset, however, successfully predicted tighter, instance-specific
bounding boxes on the validation set, effectively correcting the coarse
ground truth. In other words, while obtaining perfect field annotations is
physically difficult, the model can learn to disentangle vegetative structure
whenprovidedwith a consistently supervised subset, a critical trait for robust
real-world applicability. As such, although we now have a starting point to
tackle the problem of weed detection in perennial crops.

Fig. 2 | Qualitative comparison of weed foliage segmentation approaches: ExGR-
based method, SAM, and S2C. Row (iv) shows the “green-on-green” challenge
where weeds blend with similarly colored crop foliage. Row (v) demonstrates

“foreground visibility” challenges, including detection of thin leaf structures and
accurate segmentation of target weeds against complex backgrounds.

Table 6 | Quantitative evaluation of segmentation strategies.
Metrics were calculated on the test set, which contained
detection bounding boxes

Method IoU Dice Precision Recall F1-
Score

Accuracy

ExGR 0.3185 0.4384 0.3623 0.6308 0.4384 0.7458

SAM 0.2997 0.4003 0.5178 0.3805 0.4003 0.8380

S2C 0.2454 0.3540 0.2595 0.8227 0.3540 0.5199

The results reflect zero-shot (SAM, ExGR) and weakly supervised (S2C) performance without
dedicated pixel-level training. The highest value for each metric is highlighted in bold.
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Conclusions



Lessons Learned

• Although signicant progress was made, precisely detecting weeds in

perennial crops remains unsolved under real-world conditions.

• Each downstream task requires a particular architecture and tuning

strategies.

• There is much to be done concerning unlabelled images. We could

explore semi-supervised, self-supervised, and further foundation

models to address the problem.

• Different crop sizes, shapes, and colors, combined with harsh

conditions (dust and water in the acquisition sensor), make the

problem worse.

26



Thank you!
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